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On the Reliability of Linear Regression
and Pattern Recognition Feedforward
Artificial Neural Networks in FPGAs

F. Libano , P. Rech , L. Tambara, J. Tonfat, and F. Kastensmidt

Abstract— In this paper, we experimentally and analytically
evaluate the reliability of two state-of-the-art neural networks for
linear regression and pattern recognition (multilayer perceptron
and single-layer perceptron) implemented in a system-on-chip
composed of a field-programmable gate array (FPGA) and a
microprocessor. We have considered, for each neural network,
three different activation function complexities, to evaluate how
the implementation affects FPGAs reliability. As we show in
this paper, higher complexity increases the exposed area but
reduces the probability of one failure to impact the network
output. In addition, we propose to distinguish between critical
and tolerable errors in artificial neural networks. Experiments
using a controlled heavy-ions beam show that, for both networks,
only about 30% of the observed output errors actually affect
the outputs correctness. We identify the causes of critical errors
through fault injection, and found that faults in initial layers are
more likely to significantly affect the output.

Index Terms— Fault injection, field-programmable gate arrays
(FPGA), neural networks, reliability, system-on-chip (SoC).

I. INTRODUCTION

ARTIFICIAL neural networks (ANNs) are becoming a
widely adopted computational approach in many fields,

from data mining to pattern recognition, high-performance
computing, and data analysis [1]. In addition, ANNs are
extremely attractive for safety critical applications, such as
autonomous driving [2] and space exploration [3]. Both appli-
cations currently rely on multiple pattern recognition algo-
rithms to identify and classify certain objects of interest based
on captured frames or signals, as well as linear regression to
predict behaviors and trajectories. Most of these algorithms
can be efficiently implemented using ANNs.

The basic functional principle of ANNs is to compute a
solution in a similar way that the biological brain solves
problems. A number of neurons connected to each other and
organized in layers, interact via synapses [4]. Each neuron has
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an activation function that, based on the received stimulus,
sends a signal to the connected neurons [5]. The ANN needs
to be trained using a sufficiently complex and representative
set of inputs. During the training phase the weights of every
connection between neurons are tuned. Hence, when an input
is given the ANN computes a solution based on the training,
using the previously established values for the connections [6].

Due to their intrinsically high level of parallelism and
number of connections, ANNs map efficiently on field-
programmable gate arrays (FPGAs) [7]–[9]. In addition,
feedforward ANNs are also very modular, meaning that the
description of a given network, using a hardware description
language (HDL), becomes fairly straightforward once the
neuron component has been developed.

Unfortunately, while being low cost, extremely effi-
cient, and flexible, FPGAs have been shown to be
prone to be corrupted by radiation [10]. In particu-
lar, static random access memory (SRAM)-based FPGAs may
experience radiation-induced corruptions in the configura-
tion memory, also called as single event upsets (SEUs).
In SRAM-based FPGAs, an SEU can change the configura-
tion of a routing connection, the configuration of a Lookup
table (LUT), or the configuration of an embedded block RAM
memory (BRAM). Moreover, SEUs have a persistent effect,
which can only be corrected when a new bitstream is loaded
to the FPGA. SEUs can also occur in a flip-flop (FF) of
a configuration logic block (CLB) used to implement the
user’s sequential logic. In this case, the SEU has a transient
effect and the next load of the FF can correct it. It is also
worth mentioning that as the state-of-the-art SRAM-based
FPGAs are built with cutting-edge manufacturing processes
(sub 28 nm) and as they are composed of millions of SRAM
cells to store their configuration, they are also very susceptible
to multiple bit upsets [11].

In this paper, we specifically address the reliability of ANNs
implemented on FPGAs, by looking at how SEUs in the
configuration memory can affect their behavior. We consider
two kind of ANNs: single-layer perceptron (SLP) and multi-
layer perceptron (MLP). SLP networks have only one hidden
layer (HL), while MLPs have more than one HL. HLs are
all the layers between the input and the output layer (OL).
As examples, we consider the SLP Iris flower that identifies
flowers, and the MLP Boston Housing that predicts market
prices of owner-occupied houses based on several charac-
teristics of the given real estate (e.g., index of accessibility
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to highways). For each neural network, we consider three
different implementations, changing the complexity of the acti-
vation function (details in Section II-A). As shown with heavy
ions test in Section IV-A, a more complex activation function
increases the cross section of the circuit. However, as shown
with fault injection in SectionIV-B, function complexity helps
in reducing the impact of a single failure on the neural network
output.

Through controlled heavy-ion beam, we evaluate the ANN
expected output error rate and analyze the impact of radiation-
induced errors in the applications correctness. It is very
important to highlight that the training phase was performed
beforehand, thus, without radiation influence. Our results show
that only around 30% of faults are considered critical. In fact,
while radiation perturbs computation, a significant portion of
output errors does not impact the performed pattern recogni-
tion. Then, to identify the causes of critical errors, we perform
an extensive fault injection campaign. As discussed in this
paper, we find that faults injected on neurons in the early stages
of the ANN are more likely to generate critical errors.

The case-study device we have selected for the proposed
analysis is Zynq-7000 [12], which offers high configurability,
stimulates strong interest in the scientific community, and is
highly present on the market. The Zynq-7000 is composed
of two main parts: a processing system (PS) formed around
a dual-core ARM Cortex-A9 processor and a programmable
logic (PL) based on a standard Xilinx Artix-7 FPGA. The PL
section is ideal for implementing high-speed logic, arithmetic,
and data processing subsystems, while the PS supports soft-
ware routines and/or operating systems. Therefore, the overall
functionality of any designed system can be appropriately
partitioned between hardware and software. In this particular
case, the network itself is in the PL section, while the PS is
responsible for the final comparison between the outputs of
the last layer of neurons.

The main contributions of this paper are: 1) a reliability
evaluation methodology for ANNs, based on the impact of
corruption on the output and overall correctness, 2) radiation-
experiment results on two different feedforward ANNs,
3) fault-injection analysis of the criticality of corruptions
in neurons from different layers in the ANNs, and 4) the
evaluation of the impact of the activation function complexity
in the neural network reliability.

The remainder of this paper is organized as follows.
Section II serves as a background on ANNs and describes the
topologies, the neurons internal structure, and the associated
data sets of the selected ANNs. Section III describes the
experimental methodology, while Section IV presents and
discusses the results obtained from the radiation test and the
fault injection. Section V concludes this paper.

II. BACKGROUND

A. Feedforward Artificial Neural Networks

Neural networks are composed of neurons organized in
input layer (that receive the input as stimuli), HLs (i.e., layers
not visible), and OL (whose output is the output of the ANN).
In this paper, we consider the two forms of feedforward ANNs:

Fig. 1. Neuron’s internal structure.

Fig. 2. Original logistic function and the three different levels of discretiza-
tion utilized (Sigmoids 5, 11, and 19).

the SLP and the MLP, consisting of one and more than one HL,
respectively (an HL is any layer between the input and OL.
In both the SLP and the MLP, every neuron, except for the
ones in the input layer, has the exact same internal structure
(shown in Fig. 1) composed of an adder to sum the inputs from
neurons in the previous layers and an activation function. Input
layer neurons do not perform any arithmetic operation.

The activation function produces a nonlinear decision
boundary. It is an abstraction of the action potential concept
from biology that, when applied to neurons, is also known
as nerve impulse. The most used mathematical expressions
of the nerve impulse are the sigmoid functions, such as the
hyperbolic tangent and the logistic. In this paper, we analyze
the logistic activation function, shown in Fig. 2.

This sigmoid is mathematically expressed with an exponen-
tial function as

sigmoid(x) = 1

1 + e−x
(1)

and its output is comprised between 0 and 1. The implemen-
tation of the exponential, for fixed point data, in an HDL
is not trivial and lead to inefficiencies in the FPGA. A few
solutions have been proposed to efficiently implement the
exponential function in hardware [13], [14]. In this paper,
we choose to discretize the sigmoid as in [15] and [16]. We use
three different levels of discretization of the activation function
(shown in Fig. 2), resulting in three different neuron designs.
As it can be noticed, Sigmoid 19 (that divides the sigmoid
in 19 steps) is very similar to the continuous function (the
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Fig. 3. Boston housing ANNs topology.

TABLE I

ZYNQ 7020 UTILIZATION TO IMPLEMENT THE BOSTON HOUSING ANN

difference in value between the two never exceeds 0.003).
Actually, the higher the number of discrete steps, the higher
the complexity of neurons and the higher the precision of the
ANN output. However, higher complexity is likely to increase
the sensitivity of the ANN. In addition, less precision can
be beneficial in masking radiation effects. One of the goals
of this paper is to evaluate the tradeoff between precision
and reliability comparing the error rate of the three sigmoid
discretizations.

The ANNs chosen for this paper are simple as they include
a small number of layers. Some modern ANNs for object
recognition, for instance, do have tens or even hundreds of
layers. Nevertheless, the computing strategy of our case studies
can be considered as representative of feedforward ANNs in
general. In fact, additional layers typically iterate the same
operations to extract additional information from the input.
Moreover, the structure of a given network does not depend
on the task that it is intended to perform; it only varies with
the complexity of the data it deals with. We specifically select
simple ANNs to easily track error propagation and to draw
generic reliability conclusions, which can be extended to more
complex ANNs. Both networks were designed using register
transfer level description.

B. Boston Housing

In order to study the reliability of MLP ANNs, we chose the
Boston Housing implementation, introduced by [17] that has
been utilized by a number of relevant papers in the machine
learning area [18]. It basically relates the market value of a
given real estate (output) to thirteen factors (inputs).

The data set has a total of 506 instances, each of which has
14 attributes. As shown in Fig. 3, the ANN has 13 inputs and

Fig. 4. Iris flower ANNs topology.

TABLE II

ZYNQ 7020 UTILIZATION TO IMPLEMENT THE IRIS FLOWER ANN

one output, which are characterized as follows.
• Input 1 = per capita crime rate.
• Input 2 = proportion of residential land zoned lots.
• Input 3 = proportion of nonretail business acres.
• Input 4 = Charles River dummy variable.
• Input 5 = nitric oxides concentration.
• Input 6 = average number of rooms per dwelling.
• Input 7 = proportion of owner-occupied units.
• Input 8 = distances to five employment centers.
• Input 9 = index of accessibility to radial highways.
• Input 10 = full-value property-tax rate per $10 000.
• Input 11 = pupil–teacher ratio.
• Input 12 = 1000(Bk-0.63)2 Bk: proportion of blacks.
• Input 13 = percentual lower status of the population.
• Output 1 = median value of owner-occupied homes

in $1000s.
It is worth noting that for the Boston Housing ANN the

OL neuron does not apply the activation function, since the
output of a linear regressor is not restricted to a particular
interval of R.

Table I displays the utilization of the Xilinx Zynq resources
implementing the Boston Housing ANN, for the three levels of
discretization previously discussed. It is interesting to note that
the FF and DSP utilization is independent on the discretization.
This is due to the fact that the pipeline structure (FFs) does not
depend on the discretization, nor does the connections between
the neurons (DSPs).

C. Iris Flower

In order to study the reliability of the SLP ANNs, we chose
the Iris flower implementation. This well-known ANN in the
pattern recognition literature was first introduced in [19], but
the actual data were collected in [20], where the authors
wanted to quantify the morphologic variation of three related
species of the Iris flower: Iris Setosa, Iris Versicolor, and
Iris Virginica.
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The data set has a total of 150 instances, divided in three
classes of 50, where each class refers to a species. As Fig. 4
shows, the Iris flower has four inputs and three outputs,
characterized as follows:

• Input 1 = sepal length.
• Input 2 = sepal width.
• Input 3 = petal length.
• Input 4 = petal width.
• Output 1 = Iris Setosa.
• Output 2 = Iris Versicolor.
• Output 3 = Iris Virginica.
The highest value between the three outputs corresponds to

the classification of the species from a given instance.
Table II displays the utilization of resources by the ANNs

with all three sigmoids, and, as for Boston Housing and for
the same reason, the FF and DSP percentages does not depend
on the discretization.

III. EXPERIMENTAL METHODOLOGY

A. ANN Reliability Evaluation and Error Criticality

A radiation-induced output error is not always critical for
the ANN. In fact, while the result is based on the output of the
last neurons layer, a corrupted output can still lead to a correct
behavior. In other words, the particle can induce the ANNs to
produce wrong output values; but based on these (corrupted)
values, the system can still be considered properly functional.
In this situation, we consider the error as tolerable. Otherwise,
the error is marked as critical.

As described in Sections II-B and II-C, our data sets are
composed of 506 and 150 instances each. As the radiation-
induced error in SRAM-based FPGAs has a persistent effect
(i.e., the SEU is only corrected by loading a new bitstream in
the configuration memory), we want to measure how many of
the input instances it affects (in a critical or tolerable way).
To do so, when a mismatch between the ANNs output and
the expected output is detected (either under radiation or in
our fault-injection experiment), we run all the instances of the
data sets and evaluate the error criticality.

Each application has its proper definition of a critical or tol-
erable error. For the Boston Housing ANN, we consider the
tolerated relative error (TRE), which defines an interval with
boundaries of criticality, mathematically expressed as

⎧
⎪⎨

⎪⎩

critical, x < G − TRE ∗ G

tolerable, G − TRE ∗ G ≤ x ≤ G + TRE ∗ G

critical, x > G + TRE ∗ G

where x is the ANN’s output and G is the expected/gold value.
As an example, with a TRE of 10%, the tolerable interval

would be [0.9G, 1.1G].
For the Iris flower ANN, identifying a critical or a tolerable

error is easier: if any of the three outputs is different than
expected, but the flower classification is still correct, the error
is tolerable, otherwise it is critical.

Based on these considerations, we identify four possible
radiation effects on ANNs.
1) Single Tolerable: One and only one element in the data set

produces output errors, but the applications behavior can
still be considered correct.

Fig. 5. Thinned Zynq-7000 in the irradiation chamber.

2) Multiple Tolerable: More than one element in the data set
produces output errors, but the applications behavior can
still be considered correct.

3) Single Critical: One and only one element in the data
set produces an output errors considered critical for the
application (there may be one or more tolerable errors).

4) Multiple Critical: More than one element in the data set
produces output errors which are considered critical for the
application (there may be one or more tolerable errors).

In Section IV, we the classify experimental and fault injection
errors based on the above-mentioned four radiation effects.

B. Heavy-Ions Experimental Setup

Radiation experiments were conducted with heavy ion par-
ticles at the Laboratorio Aberto de Fisica Nuclear at Univer-
sidade de Sao Paulo, Brazil [21], where the ion beams are
produced and accelerated by the Sao Paulo 8UD Pelletron
Accelerator. We included a standard Rutherford scattering
setup using a gold foil to achieve a very low particle flux in the
range from 102 to 105 particles·cm−2 · s−1, as recommended
by the European Space Agency for SEU tests [22]. The experi-
ment was performed in vacuum. A silicon barrier detector was
mounted inside the vacuum chamber at 45° to monitor the
beam intensity. The SEU events were observed using a 16O
beam, scattered by a 184 µg/cm2 gold target, with an energy
of 56 MeV, which provides an effective linear energy transfer
on the active region of 5 MeV/mg/cm and a penetration
in Si of 28.5 µm. To achieve the desired particle fluency,
the design under test (DUT) was positioned at a scattering
angle of 90°, resulting in an average flux between 2.0 × 102

and 2.5 × 102 particles · cm−2 · s−1. Such configuration was
chosen based on several trials and it was the most suitable in
terms of particle flux and number of errors for our purposes.
For this analysis, the package of a Xilinx Zynq-7000 device,
part XC7Z020-CLG484, was thinned to allow that irradiated
particles penetrate the active region of the silicon (Fig. 5).

A heterogeneous setup based on the PS and PL parts of
the Zynq-7020 was developed for testing the DUT, as shown
in Fig. 6. On the PS part, a software running on one of
the ARM Cortex-A9 cores controls the DUT. It is worth
highlighting that the L2 Cache of the PS part was disabled to
not compromise the processor’s reliability, while the L1 Cache
of the processor was left enabled to not compromise the
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Fig. 6. Block diagram of the setup for testing the DUT.

processor’s performance. Such choice was based on the results
obtained in [23] and [24]. The communication between PS
and PL parts is performed through general purpose ports,
which provide a very high data throughput. On the PL part,
the control DUT hardware block monitors the memory space
of the DUT. This block is implemented with triple modular
redundancy aiming to mask SEUs. If the block detects errors,
it sends them to a script running on a monitor computer, which
logs them for future analysis.

C. Fault-Injection Framework

This paper uses the fault-injection framework presented
in [25], which is based on the internal configuration access
port (ICAP) block of Xilinx FPGAs, an ICAP controller, and
a monitor computer. The ICAP block can read and write the
configuration memory of the FPGA. Hence, the fault-injection
framework can emulate SEUs in the FPGA.

The flow of a fault-injection campaign is presented in Fig. 7.
The first task is the definition of the injection area and the
type of fault-injection campaign. For the case considered in
this paper, the injection area is the area of a given neuron of
the ANN, implemented in the FPGA. The exhaustive fault-
injection campaign produces bit-flips on all the configuration
bits of the injection area, one at a time.

The FPGA is configured with the ANN alongside with
the fault injector (FI). The FI is placed in a different area
of the FPGA to avoid fault injections that can disrupt its
functionality. Before the execution of the ANN, a bit in the
configuration memory is flipped. The ANN starts, and when
the execution is finished, the result is analyzed. The result
analysis and the bit-flip position are saved. Finally, the bit-flip
is removed and the DUT is reset, prepared for the next fault
injection. This process continues until all the configuration bits
of the DUT area are flipped. The time to inject a single bit-flip
is in the order of a few microseconds for this device.

The fault-injection area comprises only the configuration
bits related to CLBs (LUTs, user FFs, and interconnection)
and the clock distribution interconnections. BRAM configura-
tion bits are not considered. In this fault-injection campaign,
a microblaze microprocessor analyzes the correctness of the
execution of the ANN. An error is computed when the result
stored in the memory differs from the gold values or when
the neural network finishes in a different time as expected.
Observed errors are then classified based on ANN reliability
evaluation and error criticality (see Section III-A).

Fig. 7. Fault-injection flow [25].

IV. EXPERIMENTAL RESULTS

In this section, we present and discuss the results obtained
through our beam experiments and fault-injection framework.
Then, we utilize both experimental methodologies to draw
generic conclusions on ANN reliability.

A. Radiation Experiment Results

Using the setup described in Section III-B, we have irra-
diated the device for about 15 h, for a total fluence of
1.14 × 107 ions/cm2. We have collected more than 100 errors
for each configuration and divide them in the four categories
discussed in Section III-A.

Fig. 8 shows the cross section of the FPGA execution
of the Boston Housing ANN when exposed to heavy-ions.
Data are reported with Poisson distribution 95% confidence
intervals. The cross section is calculated dividing the number
of observed errors by the fluency of particles received by
the DUT. As such, the cross section is expressed in unit of an
area (cm2), and it represents the probability for an impinging
particle to generate an observable error. Multiplying the cross
section by the particles flux at which the device is going to
be irradiated on a realistic application (i.e., particles/cm2/s)
provides the expected error rate of the device.

In Fig. 8 we show the results for the Boston
Housing implemented with the three discretization levels
(Sigmoids 19, 11, and 5). For each discretization, we divide
the contribution to the error rate of single/multiple toler-
able/critical errors, as described in Section III-A. As the
tolerable/critical error distinction depends on TRE, we plot
in Fig. 8 results varying TRE from 0% (any mismatch between
the gold value and the networks output is considered critical)
to 100% (in this case, the defined interval of tolerable errors
would be [0, 2*gold], according to Section III-A).

From Fig. 8 it is clear that a more complex and precise
discretization of the sigmoid function makes the ANN more
likely to be corrupted. In fact, Sigmoid 19 cross section is
30% higher than Sigmoid 11 and 40% higher than Sigmoid 5.
An important observation from our experimental data is that
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Fig. 8. Heavy-ions cross section of the Boston Housing ANN for the three
different levels of discretization of the neurons activation function. We divide
the contribution of single/multiple tolerable/critical errors as a function of
the TRE, which we vary from 0% to 100% in 10% increments.

the probability of all error types scales with the sigmoid
complexity. Unfortunately, multiple errors (when more than
one instance generates an unexpected output) are predominant
over single occurrences.

Fig. 9 plots the cross section of the Iris flower ANN,
along with Poisson distribution 95% confidence intervals. It is
interesting to notice that Iris flower cross section has a very
similar trend compared to Boston Housing. It is reasonable to
state that less precision leads to smaller cross section.

Experimental data also highlights that most of radiation-
induced errors on the tested ANNs are not to be considered
critical. As discussed in Section III-A, both single and multiple
errors identify those corruptions that do not compromise the
application’s correctness. In other words, those are not failures
in the particular application. As shown in Fig. 9, about 65%
of radiation-induced corruptions lead to single or multiple
output errors, without any impact on classification of the
Iris flower.

We can further analyze our data by evaluating the number
of bit flips that, on average, need to occur in order to generate
an observable error. To do so, we multiply the cross section
of a single configuration memory bit (1.11 × 10−9 cm2/bit)
by the number of critical bits in our design. Taking the Iris
flower with Sigmoid 5 as an example, this calculation results
in (1.485 × 10−4 cm2), which is about 2.4 × greater than our
experimental cross section (6.245×10−5 cm2). This ultimately
means that, on average, at least three upsets are needed to
generate an error in the output.

B. Fault-Injection Results

While offering several advantages, radiation experiments
allow little visibility of error propagation. As radiation-induced
errors are detected only at the output, it is not possible to
correlate the observed errors with the source of corruption.
We take advantage of the fault-injection framework described
in Section III-C to better understand the observed phenomena.

Fig. 9. Heavy-ions cross section of the Iris flower ANN with three levels of
discretization of the activation function.

We decide to inject faults only in neurons from different layers
of the networks, and not in the connections between neurons.
In fact, our intent is to comprehend the impact of faults in
neurons and their propagation through the connections. This
choice is also justified by the relevance of the neuron as the
main and most original component of ANNs.

It is worth noting that we do not perform the exhaustive
fault injection to have a direct comparison with radiation-
experiment results. In our fault injection campaign, we inject
one bitflip in a specific region of the circuit and measure its
impact on the neural network output. Once the whole data set
has been parsed, we reprogram the FPGA and inject another
bitflip. In other words, while in our beam experiment, we let
errors to accumulate in our fault-injection experiment and we
do not accumulate errors. With fault-injection, we can then
evaluate the probability of a single fault to affect the output and
identify the portion of the circuit, which is more vulnerable
to faults. Then, while radiation experiments give a realistic
measure of the probability of failure of neural networks in
the FPGA, fault injection gives additional insights on neural
networks circuit reliability.

Fig. 10 shows the results of our fault injection in the
Boston Housing ANN, expressed as architectural vulnerability
factor (AVF), i.e., percentage of injections that propagate to
the output. We divide the fault-injection outcomes based on the
four categories discussed in Section III-A. Faults were injected
separately in HL1, HL2, and OL neurons of the ANN.

It is clear from Fig. 10 that injections in the initial layers
are more likely to generate errors and failures. In addition,
the trend of single/multiple tolerable/critical errors is very
similar to the observed in the radiation experiment (Fig. 8).

In Fig. 10 the AVF is inversely proportional to the dis-
cretization level of the activation function, only in apparent
contrast with radiation experiment results. The higher cross
section for increasing discretization precision is mostly caused
by the higher amount of resources used to implement the
circuit (as stated in Tables I and II). The higher the number
of resources, the higher the exposed area and, thus, the higher
the cross section. Fault-injection results, on the contrary, are
dependent only on the probability for a fault in a used resource
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Fig. 10. AVF of neurons calculated from fault injection experiments with different layers of the Boston Housing ANN.

Fig. 11. AVF of neurons calculated from fault injection experiments with
different layers of the Iris flower ANN.

to affect computation. The AVF, then, removes the dependence
on the exposed area and is focused on the probability for
a radiation-induced fault to affect the output. As shown
in Fig. 10, the higher the precision of the neuron’s response is,
the lower its AVF will be. A more precise discretization
for the activation function implies that a higher number of
configuration bits is necessary to implement the neuron. If a
neuron is implemented with only few bits (like in Sigmoid 5),
it is likely that a corruption of one of them will significantly
affect the neuron. In the Boston Housing ANN, for example,
the corruption of a single bit changes the neuron circuit
with Sigmoid 19 of just 0.00011%, while the same corruption
changes a Sigmoid 5 neuron circuit of 0.00043% (4× more).

While a higher area increases the probability of radiation-
induced corruption, it also reduces the probability for that
corruption to significantly impact the output.

We have injected faults, which were injected separately in
the HL and OL of the Iris flower ANN. Results are shown
in Fig. 11.

Iris flower AVF follows a trend, which is very similar to the
Boston Housing one. Once again the probability of injections
to propagate till the output decreases as the affected layer
is closer to the output. In addition, lower sigmoid precision
increases both layers AVF.

C. Discussion

Analyzing the beam experiments and fault-injection results
presented in Sections IV-A and IV-B, respectively, we can
primarily perceive that tolerable errors are dominant over
critical errors. Hence, while transient faults affect the ANN
execution, in most of the cases, their effect is not suffi-
cient to jeopardize the applications functionality. Interestingly,
the portion of errors that are to be considered critical is
similar between beam experiments and fault-injection. This
suggests that the criticality of errors in the ANNs is an intrinsic
property of the circuit and does not depend on the source
of error or the probability of corruption. Our fault-injection
analysis suggests that, as the AVF of HLs is higher than OLs,
hardening strategies should have priority of adoption in the
earlier layers of the network.

Furthermore, in most of the cases when radiation affects the
computation, it does impact the computation of more than one
instance, for both beam experiment and fault-injection. In other
words, in the majority of cases when a corruption occurs,
it affects multiple instances of the data set. This is because
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the ANNs use all neurons and connections to determine its
output. Modifying one neuron or connection is then likely to
affect more than one output.

One might be tempted to think that, based on our results,
Sigmoid 5 should be used in every case. Unfortunately,
this doesn’t always hold true; discretization of the acti-
vation function automatically puts an aggregated error in
every neuron. When neurons are connected in chain, aggre-
gated errors are also connected. In these small ANNs, this
effect can be dismissed, but if you consider a network
with, say 20 HLs, then, the Sigmoid 5 precision could be
so poor to have detection errors even in a radiation-free
environment.

V. CONCLUSION

Experimental results indicate an overall low probability of
error occurrence in the ANNs implemented on an FPGA
due to the intrinsic masking effect capability of the neurons.
In addition, the applications functionality is maintained even
for most of the observed output errors, for all studied cases.
The critical errors represent the smaller portion of the total
number of events. Our results attest that not all the radiation-
induced errors are critical in the ANNs, which is a promising
result for safety-critical applications. Moreover, thanks to our
fault-injection campaign, we discovered that the inner layers of
neurons may be more critical and should be carefully hardened
by fault tolerant techniques.

As future work, we intend to evaluate the behavior of more
complex ANNs, as well as to reduce the resource utilization
of the neurons activation function by exploring its aspect of
symmetry, consequently improving the reliability of the ANN.
We also intend to employ hardening techniques in the layers
that are considered the most critical, according to our fault
injection results.
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